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Overview

1. Learning problems: supervised and unsupervised learning
2. Generalization: training error, test error, and the bias–variance trade-off
3. Linear models: low-dimensional and high-dimensional settings
4. LASSO: sparsity, tuning, prediction rates, inference, and support recovery
5. Ridge, elastic net, and Lava: dense and sparse-plus-dense coefficient structures
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Supervised learning observes inputs and outcomes

We observe training examples (Xi, Yi).
We estimate f̂ from those labeled
examples.
We use f̂(Xnew) to predict the
outcome for a new input.

Source: [Prince, 2023].
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Unsupervised learning has no outcome labels

We observe X but not a response Y .
The goal is to uncover or describe the
underlying structure of the data.
Examples include identifying topics in
documents and grouping documents by their
content.

Key idea
Supervised learning predicts a labeled outcome; unsupervised learning searches for structure
without labels.
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Statistical learning estimates an unknown function
Suppose we observe a response Y and p predictors X = (X1, . . . , Xp). A general model is

Y = f(X) + ϵ, f(X) = E[Y | X].

The function f captures the systematic relationship between X and Y .
The error ϵ captures variation not explained by X.
Statistical learning consists of methods for estimating the unknown function f .

Key idea
The learning problem begins with an unknown function and data that provide information
about it.
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Training error measures in-sample fit
Given the observed sample, a natural criterion is the sample mean squared error:

MSEtrain = 1
n

n∑
i=1

(
yi − f̂(xi)

)2
.

We use the training sample to fit f̂ , so training error can be very small.
A sufficiently flexible method may fit not only systematic structure but also
sample-specific noise.
The method with the lowest training MSE need not have the lowest test MSE.

Key idea
Good in-sample fit is not the same as good prediction on unseen data.
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Test error has two components

For a new test point (x0, y0), the out-of-sample MSE is

E
[(

y0 − f̂(x0)
)2
]

.

Recalling that y = f(x) + ϵ,

E
[(

y0 − f̂(x0)
)2
]

= E
[(

f(x0) − f̂(x0)
)2
]

+ Var(ϵ).

The first term is reducible error: an appropriate learning method may lower it.
The second term is irreducible error: it remains even if f is estimated perfectly.
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Model flexibility can create underfitting or overfitting

Training MSE is shown in gray; test MSE is shown in red.

Key idea
Increasing flexibility lowers training error, but test error may eventually rise.
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The bias–variance decomposition
For a fixed test input x0,

E
[(

y0 − f̂(x0)
)2
]

=
(
f(x0) − E[f̂(x0)]

)2

︸ ︷︷ ︸
Bias2(f̂(x0))

+ E
[(

f̂(x0) − E[f̂(x0)]
)2
]

︸ ︷︷ ︸
Var(f̂(x0))

+ Var(ϵ)︸ ︷︷ ︸
irreducible error

.

Key idea
A good learning method must control both systematic approximation error and sensitivity to
the training sample.
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Flexibility trades bias for variance

Variance
Variance measures how much f̂ would
change if it were estimated using a
different training set. More flexible
methods generally have higher variance.

Bias
Bias is the error introduced by
approximating a complicated relationship
with a simpler model. More flexible
methods generally have lower bias.

Key idea
As flexibility increases, variance tends to rise while bias tends to fall. When a given method
yields a small training MSE but a large test MSE, we are said to be overfitting the data.
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Training, validation, and test sets

Training set
Estimate model
parameters for each
candidate specification.

Validation set
Choose tuning parameters
and compare candidate
models.

Test set
Evaluate the final
procedure after model
selection is complete.

Key idea
Separating model fitting, model selection, and final evaluation protects the assessment of
generalization.
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K-fold cross-validation reuses scarce training data

1. Split the training data into K non-overlapping folds.
2. Fit the model on K − 1 folds and validate it on the remaining fold.
3. Repeat the procedure K times so that each fold serves once as validation data.
4. Average the validation errors across the K experiments.

Common choices are K = 5 or K = 10.
Cross-validation estimates generalization error without permanently setting aside a large
validation sample.
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The linear model in low dimensions

Given an i.i.d. sample Dn = {(X1, Y1), . . . , (Xn, Yn)}, consider

Yi = XT
i β0 + ϵi ⇐⇒ Y = Xβ0 + ϵ,

where Y ∈ Rn and X ∈ Rn×p. The OLS estimator is

β̂OLS = arg min
β

n∑
i=1

(Yi − XT
i β)2 = (XT X)−1XT Y.

If X and ϵ are independent and ϵ ∼ N(0, σ2I), then

E
[

1
n

∥Xβ̂OLS − Xβ0∥2
2

]
= σ2 p

n
.

When p ≪ n, this in-sample prediction risk is small.
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High dimensions challenge ordinary least squares

When p/n is not small, the risk σ2p/n is no longer negligible.
When p > n, XT X is singular and the least-squares coefficient vector is not unique.
With more parameters than observations, a linear model may interpolate the training
data.
Zero training error can coexist with large generalization error.

Key idea
The response is to restrict model complexity through regularization.
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Regularization deliberately constrains the fit

A regularized linear estimator solves a problem of the form

β̂ = arg min
β

{RSS(β) + λP (β)} .

The penalty P (β) restricts the effective complexity of the fitted model.
The tuning parameter λ controls the amount of shrinkage.
Regularization introduces bias in exchange for lower variance.
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Ridge regression uses an ℓ2 penalty
Ridge regression shrinks coefficients by constraining their ℓ2 norm:

β̂ridge = arg min
β

N∑
i=1

yi − β0 −
p∑

j=1
xijβj

2

subject to
p∑

j=1
β2

j ≤ t (∥β∥2
2 ≤ t).

The equivalent penalized form is

β̂ridge = arg min
β


N∑

i=1

yi − β0 −
p∑

j=1
xijβj

2

+ λ

p∑
j=1

β2
j

 .

As λ increases, ridge estimates shrink toward zero; as λ decreases, they approach the OLS estimates.
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Ridge regression has a unique closed-form solution
In matrix form, the objective is

(y − Xβ)T (y − Xβ) + λβT β.

For any λ > 0, it is strictly convex and has the unique solution

β̂ridge = (XT X + λI)−1XT y.

Adding λ to the diagonal makes the problem nonsingular even when XT X is not full rank.
Ridge is not equivariant to the scaling of the inputs, so predictors are normally standardized first.
If XT X = I, then β̂ridge = β̂OLS/(1 + λ).
Ridge is biased but has lower variance than OLS.
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LASSO uses an ℓ1 penalty
LASSO shrinks regression coefficients by constraining their ℓ1 norm:

β̂lasso = arg min
β

N∑
i=1

yi − β0 −
p∑

j=1
xijβj

2

subject to
p∑

j=1
|βj | ≤ t (∥β∥1 ≤ t).

An equivalent penalized form is

β̂lasso = arg min
β


N∑

i=1

yi − β0 −
p∑

j=1
xijβj

2

+ λ

p∑
j=1

|βj |

 .

The tuning parameter λ controls the amount of shrinkage.
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Coefficient paths show how shrinkage changes the fit

Coefficient paths for ridge regression and LASSO.
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KKT conditions characterize the LASSO solution
For the objective 1

2 ∥Y − Xβ∥2
2 + λ∥β∥1, the Karush–Kuhn–Tucker condition is

XT (Y − Xβ̂) = λs,

where s is a subgradient of the ℓ1 norm evaluated at β̂:

sj ∈


+1, β̂j > 0,

−1, β̂j < 0,

[−1, 1], β̂j = 0.

The fitted value Xβ̂ is unique because squared-error loss is strictly convex in Xβ.
The coefficient vector β̂ need not be unique when XT X is singular, as can occur when p > n.
Even when LASSO coefficients are not unique, any two solutions agree on the signs of their
common nonzero coefficients.

POLSCI 689L | Linear Methods and Regularization 20 / 60



The active-set solution reveals shrinkage

Let A = supp(β̂) denote the active set. Then

β̂A = (XT
AXA)−1(XT

Ay − λsA),
β̂−A = 0.

On the selected support, LASSO shrinks the OLS estimate by λ(XT
AXA)−1sA.
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The ℓ1 constraint can produce sparse solutions

The ellipses are contours of the objective function centered at the OLS estimates; the green regions are the constraints.

Key idea
The corners of the ℓ1 constraint allow LASSO solutions to have coefficients exactly equal to
zero.
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Average loss and standardized predictors

A common implementation minimizes average squared error:

β̂lasso = arg min
β

 1
2N

N∑
i=1

yi − β0 −
p∑

j=1
xijβj

2

+ λ
p∑

j=1
|βj |

 .

This scaling makes λ independent of the sample size.
Predictors are typically standardized to have mean zero and variance one, especially when
they are measured in different units.
The corresponding active-set expression is β̂A = (XT

AXA)−1(XT
Ay − NλsA).
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K-fold Cross-validation chooses the LASSO penalty
1. Randomly divide the full dataset into K > 1 groups; common choices are K = 5 or

K = 10.
2. Use one group as validation data and the remaining K − 1 groups as training data.
3. Fit LASSO for a range of λ values and record validation MSE.
4. Repeat until every group has served as validation data, then average the K errors for

each λ.

λmin

The value of λ with the lowest
cross-validation error. It typically yields a
more complex model with lower bias and
potentially higher variance.

λ1se

The largest λ whose error is within one
standard error of the minimum. It favors a
simpler model with somewhat higher bias
and lower variance.
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The cross-validation curve guides model selection

Source: [Hastie et al., 2015].
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Statistical inference after LASSO is difficult
The distribution of the LASSO estimator is difficult to characterize.
Because of the penalty, some coefficients are set exactly to zero with positive probability,
even asymptotically.
The asymptotic distribution is irregular and depends on the tuning parameters and the
true sparsity pattern.
LASSO also creates a post-selection inference problem because the model is chosen
through a data-driven process, whereas classical statistical theory typically assumes a
fixed model.

Key idea
Strong prediction performance does not automatically provide valid coefficient-level
inference.
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Post-selection inference

The model was selected using the data (Two-step
Lasso).

Inference must account for that selection.

1. Explore
Search across predictors
and candidate models.

2. Select
Choose a model M̂ using
the observed sample.

3. Infer
Quantify uncertainty after
acknowledging that M̂ is
random.
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Post-selection inference: roadmap

1. Recall why classical inference works when the model is fixed.
2. Distinguish two possible targets:

a structural or population coefficient βj ; and
a coefficient β

j·M̂ in the selected submodel.
3. See why naive inference fails after model selection.
4. Introduce data splitting as the first remedy.

Methods to look up
Multi-splitting, de-biased LASSO, PoSI, and conditional selective inference.
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Classical inference starts from a fixed model
Consider the low-dimensional linear model, with p < n,

Yi = XT
i β + ei.

The OLS estimator satisfies

√
n(β̂ − β) =

(
1
n

n∑
i=1

XiX
T
i

)−1(
1√
n

n∑
i=1

Xiei

)
.

By the central limit theorem and the weak law of large numbers,

1√
n

n∑
i=1

Xiei
d−→ N(0, Ω), Ω = E[XXT e2],

1
n

n∑
i=1

XiX
T
i

p−→ E[XXT ].

Therefore, √
n(β̂ − β) d−→ N(0, Vβ), Vβ = E[XXT ]−1ΩE[XXT ]−1.
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Selection creates two possible inference targets
Suppose the high-dimensional structural model is Y = Xβ + ϵ.

Structural or population target
Infer a fixed coefficient βj in the population model. Selection provides lower-dimensional
regularization for a high-dimensional parameter.

Selected-submodel target
Let M contain the candidate models. After the data select M̂ ∈ M, infer the coefficient
β

j·M̂ defined within that submodel.

Key idea
The target β

j·M̂ is random because the selected model M̂ is random.
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Example: inference for a selected submodel
Let M = {1, . . . , p} index all predictors. The population projection is

βM := arg min
β∈R|M|

E
[
(Yi − XT

i,M β)2] .

A procedure such as forward stepwise regression or LASSO selects

M̂ ⊆ M,

after which the selected-submodel OLS estimator is

β̂
M̂

= (XT

M̂
X

M̂
)−1XT

M̂
Y.

The goal is a confidence interval ĈI
M̂

satisfying

lim inf
n→∞

Pr
(

β
M̂

∈ ĈI
M̂

)
≥ 1 − α.
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Ignoring model selection understates uncertainty
Without selection, β̂M from a fixed low-dimensional model is asymptotically normal at
the √

n rate.
With data-driven selection, β̂

M̂
is random both because coefficients are estimated and

because the model M̂ is selected.
The same unusual sample patterns that cause a variable to be selected also influence its
estimated coefficient.
Consequently, the post-selection estimator β̂

M̂
can be biased and nonnormal, even

asymptotically.

Key idea
A standard error computed as if the selected model had been fixed in advance ignores
selection uncertainty.
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Forward selection can produce a bimodal estimator

The simulation has three
predictors X = (X1, X2, X3).
The response Y ∼ N(1, 9) is
independent of X, so the true
slope coefficients βM are zero.
Forward selection includes X1 only
when its estimated coefficient is
sufficiently large in absolute value.

This selection rule explains the two
modes.

Source: [Kuchibhotla et al., 2022].
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Selected-model t statistics need not be normal
For a selected model M̂ , compare statistics centered at the selected-submodel target and at zero:

T target
j·M̂

=
β̂

j·M̂ − β
j·M̂

sd(β̂
j·M̂ )

, T 0
j·M̂

=
β̂

j·M̂

sd(β̂
j·M̂ )

.

The simulated distributions differ from the standard normal benchmark. Source: [Zhang et al., 2022].
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Naive confidence intervals can severely undercover
The nominal coverage is 95%, but the empirical coverage after selection is much lower:

Key idea
Treating the selected model as fixed can produce confidence intervals that are far too
optimistic.

Source: zhang2022post.
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Data splitting separates selection from inference

1. The key problem of post-selection inference is that we use the same data select model
and do inference.

2. Randomly divide the observations into two independent subsamples.
3. Use the first half to select a model, for example by LASSO, obtaining a selected set S.
4. If n/2 > |S|, fit ordinary least squares using the second half and the predictors in S.
5. Use conventional OLS standard errors on the second half because the selected model is

fixed relative to that inference sample.
6. For hypotheses concerning variables j /∈ S, set the corresponding test p-value to one.

Key idea
The first sample chooses the model; the second sample quantifies uncertainty.
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Data splitting is simple, but not costless

Limitations

A single split can produce unstable
p-values.
Multi-splitting repeats the procedure
across several splits.
The method sacrifices sample size in
both stages.
Naive splitting assumes independent
observations and is invalid for
dependent data.

Related methods to find

De-biased LASSO: population
coefficients
PoSI: simultaneous selected-submodel
inference
Conditional selective inference:
condition on the selection event
Bayesian, bootstrap, and
optimization-based approaches
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A slow-rate result bounds LASSO prediction error

We ask how close Xβ̂ is to Xβ0. For any δ > 0, a slow-rate bound is

1
n

∥Xβ̂ − Xβ0∥2
2 ≤ 4σ∥β0∥1

√
2 log(ep/δ)

n

with probability at least 1 − δ.
This is called a slow-rate result because it is of order

√
log(p)/n.

For comparison, the in-sample risk of low-dimensional linear regression is σ2p/n.
The rate will matter later when LASSO is used inside double machine learning.
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Proof step 1: begin with the basic inequality

Because β̂ minimizes the objective,

1
2∥Y − Xβ̂∥2

2 + λ∥β̂∥1 ≤ 1
2∥Y − Xβ0∥2

2 + λ∥β0∥1.

Using Y = Xβ0 + ϵ and rearranging,

∥Xβ̂ − Xβ0∥2
2 ≤ 2⟨ϵ, Xβ̂ − Xβ0⟩

+ 2λ
(

∥β0∥1 − ∥β̂∥1

)
.

Here ⟨a, b⟩ = aT b.
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Proof step 2: control the stochastic term

Hölder’s inequality gives
⟨ϵ, Xβ̂ − Xβ0⟩ ≤ ∥XT ϵ∥∞∥β̂ − β0∥1.

By the triangle inequality,

∥Xβ̂ − Xβ0∥2
2 ≤ 2∥XT ϵ∥∞

(
∥β̂∥1 + ∥β0∥1

)
+ 2λ

(
∥β0∥1 − ∥β̂∥1

)
.

If λ ≥ ∥XT ϵ∥∞, then
∥Xβ̂ − Xβ0∥2

2 ≤ 4λ∥β0∥1.
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Proof step 3: choose λ

Suppose maxj ∥Xj∥2 ≤
√

n and ϵ ∼ N(0, σ2I). Then, for any δ > 0,

P
(

∥XT ϵ∥∞ ≤ σ
√

2n log(ep/δ)
)

≥ 1 − δ.

Taking
λ = σ

√
2n log(ep/δ)

and dividing the previous bound by n yields

1
n

∥Xβ̂ − Xβ0∥2
2 ≤ 4σ∥β0∥1

√
2 log(ep/δ)

n

with probability at least 1 − δ.
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Variable selection

Prediction analysis studies ℓ2 error or the prediction error of a LASSO solution.
Variable-selection analysis asks whether LASSO recovers the true sparsity pattern:
whether β̂ is nonzero in the same positions as β∗.
This property is called variable-selection consistency, or sparsistency.
The error ∥β̂ − β∗∥2 can be small even when β̂ and β∗ have different supports.
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Conditions for consistent variable selection

Irrepresentability / mutual incoherence

There must be some γ > 0 such that

max
j∈Sc

∥∥∥(XT
S XS)−1XT

S xj

∥∥∥
1

≤ 1 − γ.

This is a form of near orthogonality
between relevant and irrelevant predictors.

Eigenvalue condition
The active submatrix must satisfy

λmin(XT
S XS/N) ≥ Cmin > 0.

Otherwise, the active predictors are linearly
dependent and β∗ cannot be estimated
even if S were known.
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Variable-selection theorem: assumptions
Suppose that:
1. the design matrix X satisfies mutual incoherence with parameter γ > 0;
2. the columns of X are normalized;
3. the eigenvalue condition holds with constant Cmin > 0; and
4. the noise vector e has i.i.d. N(0, σ2) entries.
For the regularized LASSO program, choose

λN ≥ 8σ

γ

√
log p

N
.

Then, with probability greater than

1 − c1 exp(−c2Nλ2
N ),

the unique optimal solution satisfies the following support-recovery properties.
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Variable-selection theorem: conclusions

No false inclusion

S(β̂) ⊆ S(β∗).

No false exclusion above the beta-min threshold
The solution includes every j ∈ S(β∗) for which

|β∗
j | > βmin, βmin = λN

[ 4σ√
Cmin

+
∥∥∥(XT

S XS/N)−1
∥∥∥

∞

]
.
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LASSO, ridge, and coefficient structure

LASSO is well suited to
approximately sparse settings.
Ridge penalizes large coefficients
more aggressively and small
coefficients less aggressively, making
it well suited to dense models.
More generally, one can consider an
ℓq penalty ∑p

j=1 |βj |q.

Source: [Hastie et al., 2009].
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Coefficient patterns can be sparse, dense, or both

Approximately sparse: a few coefficients are
large, while the remaining coefficients decay
rapidly toward zero.
Dense: many coefficients are small but nonzero.
Sparse plus dense: several coefficients are large,
while many small coefficients do not decay rapidly
enough for approximate sparsity.

LASSO is designed for approximate sparsity, ridge for
dense signals, and Lava for a sparse-plus-dense
structure.
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Elastic net combines the LASSO and ridge penalties
Elastic-net regularization solves

β̂EN = arg min
β

{
1
N

∥y − Xβ∥2
2 + λ1∥β∥1 + λ2∥β∥2

2

}
.

An equivalent parameterization writes the penalty as

λ

p∑
j=1

{
αβ2

j + (1 − α)|βj |
}

, 0 ≤ α ≤ 1.

Under this parameterization, α = 0 gives LASSO and α = 1 gives ridge.
Elastic net was developed to reduce LASSO’s high variability when predictors are highly
correlated.
With appropriate tuning, it can perform well in either sparse or dense settings.
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Elastic net combines two penalty geometries

The ℓ1 constraint has corners and
can produce exact zeros.
The ℓ2 constraint is smooth and
shrinks correlated coefficients
together.
The elastic-net region lies between
these two geometries.

Key idea
Elastic net subjects the same coefficient
vector to both penalties.
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Lava decomposes the coefficient vector
Lava represents the coefficient vector as β = δ + ξ, where δ is dense and ξ is sparse. It solves

(δ̂, ξ̂) = arg min
δ,ξ

{
1
N

∥y − X(δ + ξ)∥2
2 + λ2∥δ∥2

2 + λ1∥ξ∥1

}
, β̂Lava = δ̂ + ξ̂.

The ridge penalty handles the dense component δ; the LASSO penalty handles the sparse
component ξ.
The resulting penalty behaves like ridge for small coefficients and like LASSO for large
coefficients.
Like ridge, Lava generally produces a dense estimate and therefore does not perform variable
selection.

Key idea
Elastic net mixes two penalties on one vector; Lava assigns them to separate components.
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Research question: when will conflict begin?
Mueller and Rauh: Reading Between the Lines [Mueller and Rauh, 2018]

Research question
Can changes in newspaper reporting forecast conflict in the next year, especially new onsets
in previously peaceful countries?

Why is this difficult?

Structural factors may predict where
conflict is common, but not when risk
rises.
Because conflict is rare and concentrated,
repeatedly labeling historically violent
countries can look accurate.

The paper’s research move

Separate between-country differences
from within-country changes over time.
Turn news content into predictors and
evaluate rolling forecasts for the
following year.
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From newspaper text to country-year predictors
Data and workflow
700,000+ articles on 185 countries, 1975–2015 −→ LDA −→ 15 topic shares −→ next-year

conflict risk

Representing the text

Sources: The Economist, The New York
Times, and The Washington Post.
LDA reduces nearly one million word
combinations to interpretable topics.
Topic shares capture both conflict
language and possible stabilizing factors.

Evaluating the forecast

For each T , estimate the topic model and
fixed-effects panel using only information
available by T .
Use year-T topic shares to predict conflict
onset in T + 1.
Compare the overall and within-country
forecasts.
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Where does LASSO enter the conflict study?
Two distinct exercises
The core out-of-sample forecast uses all topic shares. A later LASSO exercise asks which
signals survive when topics compete with conventional predictors.

LASSO specification

Country fixed effects
15 topic shares plus more than 30
political, economic, keyword, and event
variables
Several values of λ to examine more or
less selective models

What is learned?

Topic shares make up at least half of the
selected variables.
Examples selected in at least one model:
political unrest and mobilization, armed
violence and military operations, justice,
international relations, and civic life.
The exact set varies by outcome and λ;
justice appears in all six models.
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What did the conflict model find?

Forecasting performance

Civil-war AUC: 0.87 overall and 0.82
using within-country variation.
Armed-conflict AUC: 0.77 overall and
0.73 using within-country variation.
The within model performs better for
first onsets in previously peaceful
countries.

Substantive interpretation

Both conflict and nonconflict topics
contribute to early warning.
Declining coverage of justice and law
enforcement precedes conflict in the
data.
The relationship is predictive and
correlational, not causal.

Important limitation
Because conflict is rare, precision is only about 10% in the baseline within-country forecast:
many warnings are false positives.
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Research question: can AI reinforce autocracy?
Beraja, Kao, Yang, and Yuchtman: AI-tocracy [Beraja et al., 2023]

Research question
Do facial-recognition AI and authoritarian political control create a self-reinforcing feedback
loop in China?

Do autocrats benefit from AI?

1. Does political unrest induce
public-security agencies to procure
facial-recognition AI?

2. Does accumulated AI capacity suppress
later unrest?

Does AI innovation benefit?

1. Do politically motivated contracts
increase firms’ AI software production?

2. Do the effects extend to commercial
products and exports?
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Different causal arrows require different designs
Data
Local unrest, government AI procurement, surveillance cameras, 7,837 facial-recognition AI
firms, software products, and export transactions since the early 2010s.

Political-control designs

Prefecture-quarter analysis of unrest and
subsequent AI procurement
Weather-based IV for the causal effect of
unrest on procurement
Test whether lagged AI stock weakens
the relationship between
unrest-conducive weather and unrest

Innovation designs

Firm-level event studies around the first
public-security contract
Triple differences comparing
public-security and other government
contracts in politically sensitive settings
Outcomes include government software,
commercial software, and exports
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LASSO IV: using weather to isolate unrest
Empirical challenge
Unrest is endogenous: places with more unrest may differ systematically from places with
less unrest.

High-dimensional first stage
Weather measures and interactions cross-fit partialing-out LASSO−−−−−−−−−−−−−−−−−→ predicted local unrest −→

next-quarter AI procurement

Candidate instruments include weather variables, higher-order interactions, and interactions with
unrest occurring elsewhere in China.
Ten-fold cross-fitting lets LASSO select useful first-stage predictors on training folds and apply
them to held-out observations.
The second stage targets the causal effect of political unrest on public-security AI procurement,
while flexibly partialing out controls.
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What did AI-tocracy find?

AI strengthens political control

A one-standard-deviation increase in
unrest is associated with about 0.20
standard deviations more AI
procurement; LASSO-IV estimates are
positive and larger.

Political demand strengthens AI firms

Two years after a politically motivated
contract, firms produce about 10 more
software products—a 48.6% increase
across government and commercial uses.
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